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QUATERNION CONVOLUTIONS IN LARGE-MASK IMAGE INPAINTING
Amutpo Konoxouka, Mapuna IlossikoBa
Hayionanvnuii ynisepcumem « Odecvra nonimexwnikay, m. Odeca, Yxpaina

Introduction. Image inpainting is the process of restoring missing or corrupted image regions so that
the result is visually plausible and semantically consistent with its surroundings. The problem splits into two
broad regimes. In large-mask inpainting the unknown regions are wide and reconstruction depends on long-
range propagation of structure and color. In the fine-grained missing-pixel regime many pixels are absent but
the gaps between known pixels stay small. Large-mask inpainting is the harder and more practically relevant
case: it is used in tasks like object removal, film rig removal, and region editing in generative systems, where
large gaps require semantic reconstruction of background, geometry, and lighting rather than simple texture
copying.

Recent quaternion inpainting work covers different missing-pattern regimes: Miao et al. [1] study a
matrix-completion setting with evenly distributed missing pixels and small local gaps, while Wang et al. [2]
explore hole-like masks closer to large-mask inpainting. Building on that direction, we study quaternion
convolution (QConv) inside a LaMa-style architecture rather than a standard QConv GAN, and push the
evaluation toward larger mask gaps. We chose LaMa-Fourier because its Fast Fourier Convolution (FFC)
design [3] targets wide missing regions and global context, making it a good baseline for studying QConv
beyond local completion.

QConv treats RGB information as a coupled entity rather than three independently mixed scalar
channels. This may improve color consistency in broad smooth regions, but stronger channel coupling may
reduce the flexibility needed for fine local texture. We therefore expect to measure a trade-off between color
consistency and texture detail.

Aim. The aim of this work is to introduce selective QConv components into a LaMa-Fourier generator
and to measure their effect on reconstruction quality, inference speed, and model size. Training stays fixed.
Only the locations at which QConv replaces standard convolutions in the up-scaling, down-scaling, and local
FFC paths are varied. We report FID, LPIPS, PSNR, SSIM, parameter count, throughput, and qualitative
behavior on thin, medium, wide, and ultrawide masks, against a LaMa-Fourier baseline trained under the
same data and optimization settings.

Materials and methods. The baseline generator follows LaMa's FFC design, which is strong for large-
mask completion because global context is injected early through Fourier operators [3]. The LaMa-Fourier
generator (Fig. 1) takes a three-channel masked image and a binary mask, uses a 7x7 convolution that lifts
the input to 64 channels, downsamples through three 2D convolutions, processes the result with a stack of
residual FFC blocks, upsamples through three transpose convolutions, and shrinks the image back to 3
channels with a 7x7 transpose convolution. Each FFC block splits features into local and global branches
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and applies Fourier transform in the global branch. The path-specific modules LocalConvLayer,
UpsampleConvLayer, DownsampleConvLayer are the blocks we vary across variants.
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Fig. 1. Generator architecture. The Downsample, Upsample, and Local convolution layers vary across
model variants.

Quaternion convolution. A quaternion is a hypercomplex number g = qo + g1 + qj + gqzk with one
real part and three imaginary parts, where i,j, k are the imaginary units of the quaternion algebra. The
product of two quaternions is the Hamilton product, which mixes all four components. For y = gx the four
output components are:

Yo = qoXo — q1X1 — q2X2 — (3X3
Y1 = qoX1 t q1Xo T q2X3 — q3X;
Y2 = qoXz T q2Xo + q3X1 — q1X3
Y3 = qoX3 + q3Xo + q1X2 — (2%

A quaternion convolution [4] applies this coupling between four real-valued kernels and four input
channel groups, so every kernel component interacts with every input component. This captures structured
cross-channel dependencies that standard real-valued convolution does not model directly. It is also
parameter-efficient: a quaternion layer learns only four kernels and defines the rest algebraically, reducing
the parameter count.

Our quaternion convolutions implementation groups feature channels into tuples of four real channels,
following the standard decomposition used in deep quaternion networks [5], so any tensor processed by a
QConv layer must have a channel count divisible by four. Each layer is parameterized by four real-valued
kernels coupled through the Hamilton product.

Training setup. We keep the training setup fixed and modify only the locations at which QConv
replaces standard convolutions. LaMa-Fourier is the baseline with standard Conv2D/ConvTranspose2D
modules, and each QConv variant changes a specific routing choice: Q-Up (QConv in UpsampleConvLayer
only); Q-Down (DownsampleConvLayer only); Q-Local (LocalConvLayer only); Q-UpDown
(UpsampleConvLayer and DownsampleConvLayer); and Q-DownLocal (DownsampleConvLayer and
LocalConvLayer).

Training used the 1.44M-image training split of Places365 with runtime validation on the remaining
split. All models were trained by us on random 256x256 crops resampled each epoch, with a batch size of 30
for 16 epochs, using the same discriminator, loss computation and hyperparameters as the original LaMa
study, with learning rates of Ir, = 1073 and Ir;, = 10~* for generator and discriminator respectively. The
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LaMa-Fourier baseline was trained and evaluated on this dataset, rather than taken from a published
checkpoint.

Evaluation setup. For final evaluation we used a separate fixed set of 1000 images randomly sampled
from the LHQ-1024 dataset. For each mask preset, every image is processed with 9 pre-generated masks.
FID is reported over those image-mask pairs and PSNR, SSIM, and LPIPS are aggregated over them,
computed on the full output against the full ground truth using each run's last checkpoint. Masks were
generated in four presets that differ mainly in target coverage and stroke width: thin (narrow irregular masks,
20-30% area), medium (irregular and box masks, 35-45%), wide (larger strokes, 50-60%), and ultrawide
(70-80%). Examples are shown in Fig. 2.
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Fig. 2. Example masks for the four evaluation presets. 64 masks per image.

Results and discussion. Tables 1 and 2 report the metrics for each variant on 256x256 images, broken
down by mask preset. Throughput is the mean batch-size-1 forward speed measured over 256 timed passes
on an Intel Core i7-13700K CPU and a single NVIDIA RTX 4080 SUPER GPU workstation. Compared to
LaMa-Fourier, every QConv model uses fewer parameters, is slower, and has lower PSNR. FID worsens on
thin and medium masks and improves on ultrawide masks; on wide masks only the local-path models
improve. SSIM rises for the scale-path placements and falls when QConv is used in the local path.

Table 1. FID, LPIPS, parameters, and throughput per variant and mask preset.

Model FID | FID | FID | FID | LPIPS | LPIPS | LPIPS | LPIPS | Params | Speed
Thin | Med | Wide | Ultra| Thin | Med | Wide | Ultra M img/s

LaMa- 8.21 1498|3750 |84.32 | 0.087 | 0.161 | 0.266 | 0.417 27.05 | 37.58
Fourier
Q-Up 10.43 | 18.66 | 38.54 | 74.20 | 0.091 | 0.165 | 0.272 | 0.422 25.89 | 35.49

Q-Down 9.12 | 16.08 | 38.56 | 81.19 | 0.092 | 0.162 | 0.261 | 0.400 | 25.89 | 36.58
Q-Local 8.47 | 15433499 | 73.96 | 0.090 | 0.164 | 0.270 | 0.426 | 19.08 | 27.47

Q- 10.56 | 18.64 | 37.82 | 78.60 | 0.095 | 0.169 | 0.276 | 0.433 | 24.73 | 33.08
UpDown
Q- 8.49 | 16.17 | 36.49 | 69.99 | 0.087 | 0.160 | 0.273 | 0.443 17.92 | 24.67
DownLocal

Table 2. PSNR and SSIM per variant and mask preset.
Model PSNR | PSNR PSNR PSNR SSIM SSIM | SSIM | SSIM

Thin Med Wide Ultra Thin Med Wide Ultra
LaMa-Fourier 27.42 24.07 20.91 17.76 0.877 0.796 0.691 0.553

Q-Up 27.09 23.86 20.68 17.58 0.885 0.805 | 0.703 | 0.567
Q-Down 27.04 23.90 20.83 17.74 0.881 0.800 | 0.697 | 0.559
Q-Local 27.13 23.94 20.84 17.68 0.870 0.789 | 0.684 | 0.534
Q-UpDown 26.72 23.63 20.59 17.39 0.876 0.795 | 0.693 | 0.551

Q-DownLocal 27.33 23.99 20.54 17.01 0.884 0.802 | 0.695 | 0.541

44



L]

4 A
[Ipuk/IaZHa MaTeMaTHKa, MOJIeJII0OBaHHA Ua iHTeJIeKTyaslbHI TexHoJ1oril B Hayui, ocBiTi Ta iHxeHepii (21-23 >xoBTHA 2026 p.)

Q-Up worsens FID and LPIPS but raises SSIM the most. Q-Local reaches the best wide-mask FID and
lowers SSIM on every preset. Q-Down improves SSIM and is the only model that improves LPIPS on wide
and ultrawide masks. Q-DownLocal shows the lowest ultrawide-mask FID and the smallest parameter count,
with the largest speed and PSNR cost.

The qualitative samples show a trade-off in high and low frequency image detail (Fig. 3). Up-scaling
QConv often introduces grid-like structures and blurrier reconstructions near image boundaries, and local-
path QConv degrades texture further. Up-scaling QConv can still produce more coherent color in smooth
regions such as sky. Q-Down shows the strongest behavior: it reconstructs straighter large structures
interrupted by wide masks and preserves color continuity over large missing areas. Q-Up sometimes
introduces a weak color tint into muted regions.

LaMa-Fourier Q-ScaleUp Q-ScaleDown Q-Local Q-ScaleUpDown Q-ScaleDown+Local GT

Input

Fig. 3. Wide-mask result samples for baseline and studied model variants.

Taken together, the outcome depends on placement. Q-Down is the strongest large-mask placement,
while Q-Up gives the highest SSIM and is weaker on FID and LPIPS. Q-DownLocal cuts the most
parameters and is the slowest. Fewer parameters make QConv attractive for memory-constrained, non-real-
time deployments. The main limitations are a single training regime inherited from LaMa and training on
Places365 only. Tuning the loss per variant and validating on additional datasets are promising directions for
future work.

Conclusions. Selective QConv integration in LaMa-style inpainting is feasible, and the effect depends
on placement. Up-scaling QConv raises SSIM, down-scaling QConv is the most balanced large-mask
placement, and local-path QConv improves wider-mask FID while lowering SSIM. The reduced parameter
count points to a lower memory footprint, at the cost of slower inference and lower PSNR. The most
promising direction is to keep these placement-specific gains while narrowing the LPIPS and PSNR gap.
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MHNCUXOJOI'TYHI ACHIEKTU BUKOPUCTAHHS LITYYHOI'O
IHTEJIEKTY Y COEPI 'OCTHUHHOCTI
Jap’a I'peuxo
Muxonaigcokuii HayionanvHuil azpapruii yHieepcumem, m. Mukonais, Ykpaina

CydacHa 1HIyCTpis TOCTMHHOCTI aKTHBHO TPaHC(OPMYETHCS IMiJl BIUIMBOM HUMPOBUX TEXHOJOTIH.
loTeni, pectopann Ta iHII MIOPUEMCTBA c(epr TOCTUHHOCTI BHUKOPUCTOBYIOTH EIIEKTPOHHI CHCTEMH
OpoHIOBaHHsI, MOOLTBHI CEpBiCH, aBTOMaTU30BaHi cuctemu ympaniiHasg, CRM-texHonorii, 4yar-60Tu Ta
3aco0u aHamizy nanmx. OcobnuBoro 3HaueHHs HaOyBae mTy4ynuid iHTenekT (LI), MokimHMBOCTI sKOTO
J03BOJISIIOTh ~ aBTOMAaTH3yBaTH OKpeMmi omepaiii, aHami3yBaTW 3HAa4yHI MacuBH 1HQoOpMalii Ta
BJIOCKOHAITIOBATH B32EMOJIIO 3 TOCTSIMH.

Buxopuctanus Il y cdepi TocTHHHOCTI Mae He JHIIE TEXHOJOTIYHMM Ta EKOHOMIYHUH, a i
MICUXOJIOTIYHUN BUMIp. Pe3ynbTaTHBHICTD YNpPOBAHKEHHS IHTENEKTYaJbHUX TEXHOJIOTIH 3HAYHOIO MipOro
3aJIeKUTh BiJl TOTO, SIK iX CIIPUIMarOTh rocTi Ta mpaniBHUKU. OcoOIMBOro 3Ha4eHHs1 Ha0yBalOTh JI0Bipa 110
TEXHOJIOT1i, TOTOBHICTb B3a€EMOJISITH 3 aBTOMAaTU30BAHMMM CHCTEMaMH, CTaBJIIEHHA JI0 3aMILICHHS
TpaaullifHOro 0O0CIyroByBaHHs LHM(POBHM, a TaKOXX IICUXOJOTIYHA ajanTaiis MepcoHaTy 0
TEXHOJIOTTYHUX 3MiH.

OnHUM 13 KITIOYOBUX NCUXOJOTTYHUX YMHHUKIB mpuiHATTS LI coxuBayamu € nosipa. JlocmikeHHs
O. H. Chi, C. G. Chi, D. Gursoy Tta R. Nunkoo mokasye, 1o moBipa 10 B3aemoii 3 poootamu Ha ocHOBI 1L
ICTOTHO BIIJIMBAa€ HAa HaMip KJII€HTIB KOPUCTYBATUCS TAaKUMH TEXHOJOTisIMU Yy cepi roctuHHOCTI [1]. OTxe,
BripoBakeHHs LI motpeOye He numie TeXHIYHOI HAAIMHOCTI cUCTeMH, aje W (opMyBaHHS MO3UTHUBHOTO
KOPHUCTYBAILKOTO JIOCBITY Ta 3p03yMiJIOl B3a€EMOJIi1 MIXK KJTIEHTOM 1 TeXHOJOTi€l0. BoHOYac TexHOMOTi4HA
3pYYHICTh HE YCyBae€ TOTpeOM B JIOJCHKOMY KOMIIOHEHTI 0OciyroByBaHHs. J[nsi cdepu TOCTHHHOCTI
BaXXJIUBO TMOEIHYBATH MOXJIMBOCTI aBTOMaTH3allii 3 NMpodeciiiHOI KOMYHIKAIi€l0 MepcoHaly, OCOOIUBO
KOJIM CHUTYallisl TOTpeOye 1HIMBIAyaIbHOTO IMiAXOMY, MOSACHEHHS a00 €MOIIMHOI MIATPUMKHU TOCTs. Takuit
HiAX1J Aa€ 3MOTY BUKOPUCTOBYBATH IepeBard MUGPOBUX TEXHOJIOTIH Oe3 MOBHOI 3aMiHU Oe3nocepeaHbol
B3a€MOJIT MK MTPALIIBHUKOM 1 KJIIIEHTOM.

Bukopucranns Il B 3aknagax iHAyCTpii TOCTUHHOCTI TakoXX IOB's3aHEe 3 aBTOMAaTH3alli€lo OizHec-
npoueciB. H. A. Anromkosa, JI. O. I'puzoBcbka Tta H. B. Ilpunena posrasgators I sk TexHomorio
aBTOMaTH3alii 3aKiagiB TOTEJbHO-PECTOPAHHOrO Oi3HECy Ta MiAKPEeCHIoTh WOro posib B 1HTErparii
1H(hOpMaLIHHUX CUCTEM 1 TEXHOJOTIN MiAIPUEMCTB TOCTUHHOCTI [2]. ABTOMaTU30BaHi CUCTEMH JOLIIBHO
BUKOPHUCTOBYBaTH Ul CTAaHJApTH30BAHUX 1 MOBTOPIOBAHMX ONepaliif, ToAl sSK y HECTaHIApTHUX 1
KOH(IIKTHUX CUTYyalisIX 0COOJMBOroO 3HaU€HHsI HA0yBalOTh 1HIUBIAYaTbHUHN MIJAX1J, THYYKICTh KOMYHIKaLlii
Ta JIIOJIChKa B3aEMOIis.

Oxpemum HanpsimoM BukopuctanHs LI € nepconanizanis obciayropyBanns. 0. O. Ileiiko Bu3Havyae
IITYy9HUH 1HTENEKT SK TEepPCHeKTHBHHUN IHCTPYMEHT IMEepCOHANI3aIlil MOCIyr iHIycTpii TOCTHHHOCTI Ta
PO3IIIsIIa€ HOro BUKOPUCTAHHS JUIsSl KPAIIOTO PO3YMIHHS 1 3a/I0BOJIEHHS MOTPEO KIIIEHTIB HA PI3HUX €Tamax
ob6cmyroByBanHs [3]. LludpoBi cucTeMu MOXYTh OMPalbOBYBATH 1H(GOPMAIIIO TIPO MOMEPEAHIO B3AEMOIIIO0
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